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Introduction 

 

There exists today no other field of study that has summoned more interest and speculation in the 

minds of computer scientists than what is known as Artificial Intelligence – or AI for short – meaning the 

study and building of intelligent entities. To the more conservative thinkers these two words may seem ab 

initio as standing in opposition to each other, for they see intelligence as a peculiar faculty of human beings 

alone and belonging to no other natural organism, let alone to a possible artificial one. We do after all like to 

refer to ourselves taxonomically – and rather solipsistically – as Homo Sapiens, meaning “the discerning man”, 

but the Swedish botanist and zoologist Carl Linneus had coined the term more than a century before Charles 

Darwin wrote his revolutionary book The Descent of Man, showing that some mammals too exhibit 

rudimentary forms of mental capacity and that “nevertheless the difference in mind between man and the 

higher animals, great as it is, certainly is one of degree and not of kind”1.  

Before we continue it is necessary to explore what is meant here by intelligence, both for the sake of 

clarity and in order to distinguish it from other aspects of existence with which it is too often confounded such 

as impulses, morality and consciousness. At its most abstract, intelligence can be defined as the ability to 

perceive relations of causality in space and time, which in turn implies a capacity to understand such relations, 

to learn from them, to compare and to predict future ones. For every being endowed with the capacity of 

movement, it is of the greatest importance to correctly distinguish things and to recognize their relations to 

one another. The sharper its intelligence in this respect the better it will operate, and the higher its chances of 

survival. To explain Darwin’s point, the existence of the hummingbird, for example, depends on the capacity 

to distinguish berries, hawks, and clouds from other things among its surroundings, since that alone puts it in 

a position to acquire food, to escape from a predator, and to reach shelter in time. It is thus inevitable that the 

intelligence of the animal should be a power to distinguish objects in space. But it is just as indispensable to 

recognize the sequence of things in time, and indeed their necessary sequence as cause and effect. To repeat 

the above example of the hummingbird, it is not sufficient that it should know how to distinguish berries, 

hawks, and thunder clouds from the other things in space, for it must also know that the enjoyment of the 

berries has the effect of satisfying its hunger, that the appearance of a hawk entails that the first small bird 

which it can grasp will serve as its food, and that the rising thunder clouds produce storm, rain, and hail as 

results. Even the lowest animal, as soon as it possesses a trace of an ability to distinguish, develops a suspicion 

of causality. If the earth shakes, that is a sign for a worm that danger is near and an incentive to flight. Thus if 

 
1 Charles Darwin, The Descent of Man, chap IV, 130. 
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the intelligence is to be of use to the animal in its movements it must be organized so that it is in a position to 

show him the distinctions in time and space as well as the causal connections.  

Finally, intelligence must in addition possess the power to gather experiences and to compare. To 

return once more to our hummingbird, since it is impossible for any being to be born knowing, it has two ways 

to discover what food is best for it and where it can easiest be found; what enemies are the most dangerous 

and how to escape from them. One is its own experience, and the other the observation of fellow and older 

birds, who have already gathered a certain amount of information. Every organism, including the human one, 

can more successfully maintain itself in the struggle for life the greater its experiences and the better arranged 

they are; to that, however, belongs the gift of memory and the capacity to compare former impressions with 

later ones and to extract from these the universal element, to separate the essential from the unessential: to 

think. Just as our senses show us the differences and uniqueness of the objects around us, our minds sift out 

the common elements so that we may more easily understand relations and concepts.2 As the German 

philosopher and contemporary of Darwin’s Joseph Dietzgen said,  “Thinking means to develop the general 

from what is given by the senses, from the particular.”3 

All these intellectual faculties that we find developed in the animal world, even if not in so high a 

degree as in humans, are often for us difficult to recognize, since it is not always easy to distinguish conscious 

actions that spring from intelligence, from involuntary and unconscious ones, simple nervous reflexes and 

instinctive movements which even in humans play a great role. Intelligence can therefore be seen as a spectrum 

along which any organism moves according to the stage of development reached by the organ that, according 

to all inquiries into the matter, is responsible for it: the brain. Thus far we can safely say that humans are the 

category of beings situated at the farthest end of this spectrum, and the smartest among us even further; but 

what if through ingenuity and the necessary technological advances we are able to build a new form of 

intelligence – an artificial one – that far exceeds our own and places us relative to it in the position the great 

apes, the dog or even the insect stand to us? How would we go about achieving this feat? Can we control it? 

Will its objectives and motives align with our own? The possibilities, dangers and scenarios that such a 

question forces us to consider are manifold and substantial, and to begin to search for an answer it is necessary 

to look at four ways in which the computer scientists Stuart Russell and Peter Norvig conceive an artificial 

intelligence in relation to the human one.4 

1. Possible Paradigms of AI 

The Imitation Game Approach 

 
2 Karl Kautsky, Ethics and the Materialist Conception of History, chap IV, sec II, 1906 

3 Joseph Dietzgen, Letter to Karl Marx, 7 November 1867. 

4 Stuart Russell and Peter Norvig, Artificial Intelligence: A Modern Approach, chap. 1, 2010. 
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The computer scientist Edsger Dijkstra said that “The question of whether machines can think... is 

about as relevant as the question of whether submarines can swim”.5 The American Heritage Dictionary’s first 

definition of swim is, “To move through water by means of the limbs, fins, or tail”, and most people agree that 

submarines, being limbless, cannot swim. The dictionary also defines flying as “to move through the air by 

means of wings or wing-like parts”, and most people agree that airplanes, having wing-like parts, can fly. 

However, neither the questions nor the answers have any relevance to the design or capabilities of airplanes 

and submarines; rather, they are about the usage of words in English (the fact that ships do swim in Russian – 

“plavaet” – only underlines this point). The mere concept of “thinking machines” has been with us for only 50 

years or so, not long enough for the language to settle on a meaning for the word “think” that specifies whether 

it requires a brain or just brain-like parts.  

Alan Turing, the cryptanalyst and mathematician who is considered to be the father of theoretical 

computer science, in his famous paper Computing Machinery and Intelligence suggested that instead of asking 

whether machines can think we should consider whether machines can pass a behavioural intelligence test, 

which is known as the Turing Test. The test consists of a “conversation” carried out via online typed messages 

between a human interrogator and two interlocutors for five minutes, one of whom is a computer. The 

interrogator then has to guess which one is the person and which is the program; the latter passes the test if it 

manages to fool the interrogator and imitates what a person would answer 30% of the time. To do this, the 

computer would need to possess the following capabilities: natural language processing to enable it to 

communicate successfully in English; knowledge representation to store what it knows and hears; automated 

reasoning to use the stored information to answer questions and to draw new conclusions; machine learning 

in order to adapt to new circumstances and to detect and extrapolate patterns. Turing’s test deliberately avoided 

direct physical interaction between the interrogator and the computer, because physical simulation of a person 

is unnecessary for intelligence. However, what he called the “Total Turing Test” includes a video signal so 

that the interrogator can test subjects’ perceptual abilities, as well as the opportunity for the interrogator to 

pass physical objects “through the hatch.” In addition to the previous four faculties, to pass this more advanced 

version of the test the subject would need computer vision to perceive objects, and robotics to manipulate 

objects and move about. Turing conjectured that, by the year 2000, a computer with a storage of 109 units 

could be programmed well enough to pass this test. Unfortunately (or maybe not), he was wrong – programs 

have yet to fool a sophisticated judge.6 On the other hand, many people have been fooled when they didn’t 

know they might be chatting with a computer. The ELIZA program and Internet chatbots such as MGONZ 

and NATACHATA have fooled their correspondents repeatedly7, and the chatbot CYBERLOVER has 

attracted the attention of law enforcement because of its ability to trick chatters into divulging enough personal 

 
5 Edsger Dijkstra, “The threats to computing science”, in ACM South Central Regional Conference, 1984. 

6 Alan Turing, Computing Machinery and Intelligence, 1950. 

7 Mark Humphrys, “How my program passed the Turing test”, in Passing the Turing Test, 2008. 
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information that their identity can be stolen. The Loebner Prize competition, held annually since 1991, is the 

longest-running Turing Test-like contest. The competitions have led to better models of human typing errors. 

Turing’s identification of the six disciplines that are necessary functions of a program simulating 

human intelligence was an important insight, and he deserves credit for designing a test that remains relevant 

60 years later. Yet AI researchers have devoted little effort to passing the Turing Test, believing that it is more 

important to study the underlying principles of intelligence than to duplicate an exemplar. The quest for 

“artificial flight” succeeded when the Wright brothers and others stopped imitating birds and started using 

wind tunnels and learning about aerodynamics. If aeronautical engineering is not the science of imitating birds 

but of better understanding the nature of flight itself in order to improve the related technology, so should the 

same path be followed to investigate intelligence in the field of AI. 

The Cognitive Modelling Approach 

 If it is to be said that a given program thinks like a human, we must have some way of determining 

how humans think, and we can only do that by getting inside the actual workings of human minds. There are 

three ways of doing this: through introspection – being aware that we are thinking as we do so; through 

psychological experiments – studying a person as she thinks; and through brain imaging – observing the inner 

workings of the mysterious organ. Once we have a sufficiently precise theory of the mind, it becomes possible 

to express the theory as a computer program, and this is what is meant by cognitive modelling. If the program’s 

input – output behaviour matches corresponding human behaviour, it is evidence that some of the program’s 

mechanisms could also be operating in humans. For example, Allen Newell and Herbert Simon, who 

developed the “General Problem Solver”, or GPS,8 were not content merely to have their program solve 

problems correctly. They were more concerned with comparing the trace of its reasoning steps to traces of 

human subjects solving the same problems.  

This approach to the field has produced some startling new inventions, one of which is the system 

known as Knowledge Growing System (KGS), devised by three researches from the Cognitive Artificial 

Intelligence Research Group at the University of Technology in Bandung, Indonesia.9 Although they submit 

that the activity of the human brain cannot be emulated fully in artificial intelligence machines, its essential 

computational mechanisms responsible for the extraction of knowledge from a data set can be copied and used 

to build systems known as cognitive agents, KGS being one. They even applied it in two spheres to prove its 

worth: first as a tool for extracting knowledge for an intelligence gathering government body responsible for 

 
8 Alan Newell and Herbert Simon, “GPS, a program that simulates human thought”, in Lernende Automaten, 109–124 

9 Arwin Datumaya, Wahyudi Sumari and Adang Suwandi Ahmad, Cognitive Artificial Intelligence: Concept and 

Applications for Humankind, July 15 2017. 
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security at sea; and second in the field of medicine to detect signals of heart blockage and arrhythmia from 

ECG machines. 

The interdisciplinary field of cognitive science fuses together computer models from AI and 

experimental techniques from psychology to construct precise and testable theories of the human mind. Real 

cognitive science, however, is necessarily based on experimental investigation of actual humans or animals 

and not of computers. In the early days of AI there was often confusion between these approaches because an 

author would argue that an algorithm performs well on a task and that it is therefore a good model of human 

performance, or vice versa. Modern authors separate the two kinds of claims, and this distinction has allowed 

both AI and cognitive science to develop more rapidly. The two fields continue to encourage each other, most 

notably in computer vision, which incorporates neurophysiological evidence into computational models. 

The ”Laws of Thought” Approach 

The Greek philosopher Aristotle was one of the first to attempt to codify in precise laws what he 

thought to be “proper thinking”, or irrefutable reasoning processes, which in computation are rendered in code. 

His syllogisms provided patterns for argument structures that always yielded correct conclusions when given 

correct premises – for example, “Socrates is a man; all men are mortal; therefore, Socrates is mortal.” These 

laws of thought were supposed to govern the operation of the mind and their study initiated the field of logic. 

Logicians in the 19th century developed a precise notation for statements about an array of objects in the world 

and the relations among them. By 1965, programs existed that could, in principle, solve any solvable problem 

described in logical notation. The so-called “logicist” tradition within artificial intelligence hopes to build on 

such programs to create intelligent systems. There are two main obstacles to this approach. First, it is not easy 

to take informal knowledge and translate it into formal terms required by logical notation, particularly when 

the knowledge is vague. Second, there is a substantial difference between solving a problem theoretically and 

solving it in practice. Even problems with just a few hundred facts can exhaust the computational resources of 

any computer unless it has some guidance as to which reasoning steps to try first. Although both of these 

obstacles apply to any attempt to build computational reasoning systems, they appeared first in the logicist 

tradition. 

The Rational Agent Approach 

An agent is something that acts, and the word agent itself comes from the Latin agere, meaning “to 

do”. It is obvious that all computer programs are built to do something, but computer agents are supposed to 

be more advanced versions of these: they should be capable of autonomous action, environmental perception, 

long-term persistence, adaptation, and goal creation. A rational agent is one that acts in order to achieve the 

best outcome or, when there is uncertainty, the best expected outcome. In the “laws of thought” approach to 

AI, the focus is on correct inferences. Making correct inferences is sometimes part of being a rational agent, 

because one way to act rationally is to reason logically to the conclusion that a given action will reach a certain 
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end and then to act on that basis. However, correct inference is not the only element of rationality; in some 

situations, such as complex moral dilemmas, there is no demonstrably correct thing to do, and yet something 

must still be done. There are also ways of acting rationally that cannot be said to involve inference. For 

example, stepping on the car break at the sight of a child crossing the road is usually more successful than a 

slower action taken after careful deliberation. All the skills needed for the Turing Test also allow an agent to 

act rationally. Knowledge representation and reasoning enable agents to reach good decisions. It is necessary 

for us to assemble words in an intelligible way to communicate in a complex society. We need learning not 

only for erudition, but also because it improves our ability to make informed decisions. The rational-agent 

approach has two advantages over the other ones. First, it is more general than the “laws of thought” approach 

because correct inference is just one of several elements of rationality. Second, it is more amenable to scientific 

development than are approaches based on human behaviour or human thought. The standard of rationality is 

mathematically well defined and completely general, and can be “unpacked” to generate agent designs that 

provably achieve it. Human behaviour, on the other hand, is well adapted for one specific environment and is 

limited by the totality of all the things that humans do. This booklet will therefore concentrate on general 

principles of rational agents and on components for constructing them. Stuart Russell and Peter Norvig suggest 

in their textbook that achieving perfect rationality – always doing the right thing – is not feasible in complicated 

environments. The computational demands are simply too high. This does not mean however that we cannot 

come very close to a perfectly rational being. 

2. A History of AI 

Having given an array of definitions of the subject and the paradigms through which we may explore 

it, it is important now to dip into the history of the concept of artificial intelligence as a field of study. It all 

started in the summer of 1956 at Dartmouth College in Hanover, New Hampshire. In this ivy league place of 

learning and research ten scientists sharing an interest in neural nets, automata theory and the study of 

intelligence convened for a six-week workshop that would come to be known as the Dartmouth Summer 

Project. This is often regarded as the embryo of the discipline of AI research and many of the participants 

would later be recognized as founding figures. Their outlook was hopeful, as can be read in the proposal 

submitted to the Rockefeller Foundation, which provided funding for the event:  

“We propose that a 2 month, 10 man study of artificial intelligence be carried out… The study is to 

proceed on the basis of the conjecture that every aspect of learning or any other feature of intelligence can in 

principle be so precisely described that a machine can be made to simulate it. An attempt will be made to find 

how to make machines that use language, form abstractions and concepts, solve kinds of problems now 

reserved for humans, and improve themselves. We think that a significant advance can be made in one or more 

of these problems if a carefully selected group of scientists work on it together for a summer.” 
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In the sixty years since this naïve and optimistic beginning, the field of AI has been through periods 

of vigorous excitement and high expectations alternating with moments of setback and disillusionment. The 

first moments of excitement that began with the Dartmouth meeting, was later described by John McCarthy 

(the event’s organiser) as the “Look, Ma, no hands!” era. During this period, researchers built systems designed 

to refute claims of the form “No machine could ever do X!”, hoping to impress the sceptics in the field. To 

disprove the allegations, computer scientists built what is known as “domain specific” systems: computers that 

could only perform X in a very basic way, but convincingly enough to silence the doubters. One such early 

system was called the Logic Theorist, and it was able to prove most of the theorems in the second chapter of 

Alfred North Whitehead and Bertrand Russel’s Principia Mathematica and, to the surprise of many, showed 

that machines were also able to do deduction and to invent logical proofs10. A second program called the 

General Problem Solver – mentioned above – could theoretically solve a sequence of formerly specified 

problems11. Other programs were written that could solve calculus problems (SAINTS); visual analogy 

problems found in IQ tests (ANALOGY); and simple verbal algebra problems (STUDENT). The so-called 

Shaky robot, named because of the trembling it would exhibit during its functioning, showed that logical 

reasoning could be combined with perception and used to plan and control physical activity12. The ELIZA 

program demonstrated that a computer could emulate the line of questioning of a psychotherapist13. In the 

mid-1970s, the SHRDLU program showed how a simulated robotic arm in a simulated world of geometric 

blocks could follow instructions and answer questions in English that were typed in by a user14. In the 

following decades, various systems were designed that could compose music in the style of various classical 

composers, outperform doctors in multiple basic diagnostical tasks, make patentable inventions and drive cars 

autonomously ( the Nevada Department of Motor Vehicles issued the first license for driverless cars in 2012). 

There was even an AI system called STANDUP that could make some very unfunny jokes: “What do you get 

when you cross an optic with a mental object? An eye-dea”. 

The systems that produced successful outcomes in these early demonstrations proved difficult to 

extend to more complex problems that required the computation of different combinations of possibilities. The 

technology that was necessary to overcome this hurdle, such as algorithms that exploit structure in the target 

 
10 Pamela McCorduck, Machines Who Think: A Personal Inquiry into the History and Prospects of Artificial Intelligence, 

1979. 

11 Allen Newell, J. C. Shaw and Herbert A. Simon, “Report on a General Problem Solving Program: Proceedings of the 

International Conference on Problem Solving”, in Information Processing 256-64, 1959. 

12 Nils J. Nilsson, The Quest for Artificial Intelligence: A History of Ideas and Achievements. 2009. 

13 Joseph Weizenbaum, “Eliza: A Computer Program fort the Study of Natural Language Communication Between 

Language and Machine”, in Communications of the ACM 9 36-45. 1966. 

14 Terry Winograd, Understanding Natural Language, 1972. 
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domains and take advantage of prior knowledge through heuristics, was at that time still lacking or poorly 

developed. Other deficiencies were the inability to handle uncertainty, reliance on fragile symbolic 

representations, data scarcity and severe hardware limitations. The general sense of dismay that this provoked 

within the community of researches led to the first period of retrenchment, an “AI winter” during which 

funding decreased and the field generally fell out of fashion. A new renaissance dawned in the early 1980s, 

when Japan launched its Fifth Generation Computer System Project, a pioneering work that aimed to propel 

the state of the art by developing a massively parallel computing architecture that could be used as a platform 

for artificial intelligence. This also occurred at a time when the West was fascinated by Japan’s post-war 

miracle of economic recovery and private-public partnership investments in computer technology that lay the 

foundations for today’s Nipponese leadership in electronics. Western governments and businesses wanted to 

replicate the magic at home, and the ensuing years saw a proliferation of expert systems. They were designed 

as support tools for decision makers, and through their rule-based programs could make simple inferences 

from a knowledge base of facts which had been elicited from human domain experts and hand coded in formal 

language. Although hundreds of these expert systems were built, the smaller ones provided little benefit and 

the larger ones were too expensive to develop and update. It was impractical and cumbersome to acquire a 

standalone computer to run one program on it. One of the main sceptics during this period, Jacob T. Shwarts, 

remarked: “the history of artificial intelligence research to date, consisting always of very limited success in 

particular areas, followed immediately by failure to reach the broader goals at which these initial successes 

seem at first to hint.”15 

Roger Penrose and John Lucas denied that a classical computer could ever be programmed to do 

everything that a human mathematician can do, but they did not deny that any particular function could in 

principle be automated or that AIs might eventually become very powerful, though these breakthroughs were 

to be for the future. For now investors began to retreat and even among academics the term “AI” began to lose 

its allure. And so by the late 1980s this season of optimism and vigour had receded into oblivion. 

Technical work continued in the shadows and by the 1990s the second AI winter began to warm. 

Optimism returned as a consequence of the introduction of new techniques which seemed to offer alternatives 

to the traditional logicist paradigm (often referred to comically as the Good Old Fashioned Artificial 

Intelligence, or GOFAI for short). The newly popular techniques, which included neural networks and genetic 

algorithms, promised to overcome some of the deficiencies of the GOFAI approach, in particular that 

brittleness that characterised classical AI programs and that led to the production of incoherent phrases if the 

human input was even slightly erroneous. The new methods were based on a more organic performance. For 

instance, neural networks displayed the property of what was known as “graceful degradation”: a small amount 

of damage to a neural network typically resulted in a small degradation of its performance, rather than a total 

 
15 Jacob T. Shwartz, “Limits of Artificial Intelligence”, in Encyclopedia of Artificial Intelligence, 488-503, 1987. 
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crash. One of the most pioneering innovations was that these systems could now learn from experience and 

find natural ways of generalising from examples and identifying hidden statistical patterns in their input. This 

made the neural nets very good at pattern recognition and in the classification of problems. For example, by 

training them on a data set of sonar signals, they could distinguish the acoustic character of submarines, mines 

and sea life with more accuracy than human experts, and this could be done without any programmer first 

having to recognize exactly how the categories were to be defined or how differently the features were to be 

weighted. The revolutionary effect of neural networks lay in the fact that they had human brain-like qualities; 

they were multiply layered, meaning that they had one or more intermediary “hidden” layers of neurons 

between the input and the output ones, which enabled them to learn a much wider range of functions than their 

simpler predecessors had ever been able to do since the 1950s. Combined with the increasingly powerful 

computers that were becoming available, these algorithmic improvements allowed engineers to build neural 

networks that were good enough to be practically useful in many applications. The organic cognitive modelling 

approach gained the upper hand over the logicist one.  

Evolution-based models, such as genetic algorithms and genetic programming, constitute another 

approach whose emergence helped end the second AI winter. They had a smaller academic impact than neural 

nets but were widely popularized. In evolutionary models, a population of candidate solutions such as data 

structures or programs is maintained, and new solutions are generated randomly by mutating or recombining 

variants in the existing population. Periodically, the population is pruned by applying a selection criterion (a 

fitness function) that allows only the better candidates to survive into the next generation. Repeated over 

thousands of generations, the average quality of the solutions in the candidate pool gradually increases. This 

kind of algorithm can produce efficient solutions to a wide range of problems – solutions that can look more 

like natural structures than anything that a human engineer could design. Furthermore, in principle this can 

happen without the need for substantial human input beyond the initial specification of the fitness function, 

which is often very simple. Neural networks and genetic functions are both methods that brought much 

excitement in the 1990s by seeming to offer alternatives to the stagnating GOFAI program.  

2.1 Where We Are Today  

Today, artificial intelligence outperforms human intelligence in a variety of domains, mainly in board 

and card games such as Backgammon, Checkers, Scrabble, Jeopardy, Poker and Go. But the most famous 

instance that shows the superhuman nature and possibilities of computer processors viz the human mind is the 

1997 Chess match between the world champion Gary Kasparov and the IBM computer Deep Blue16. The two 

contenders played six games, and although Kasparov won the first, he lost the second and noticed that it was 

as if he was up against a stronger player, almost as though the computer had learnt from the previous game, 

 
16 Allen Newell, J. C. Shaw and Herbert A. Simon, “Chess-Playing Programs and the Problem of Complexity”, in IBM 

Journal of Research and Development 2 (4) 320-53, 1958. 
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but at a speed that would far outpace that of a regular primate. The next three games ended in a draw and on 

the sixth the reigning champion was forced to fold, marking a breakthrough in computer technology. So what 

was it that tipped the balance? Deep Blue challenged Kasparov’s brain equipped with an array of 256 

processors that could examine 200 million possible moves every second. Kasparov obviously could not 

consider every single possible move, but could rely on his experience to know what is important and on the 

human’s mind extraordinary ability to recognize and remember patterns. But the patterns of chess experience 

live in Deep Blue’s software too. Grandmasters had coached IBM’s programs to enrich Deep Blue’s book – 

its library of what human knew from experience about how to win, and so now the computer could play as 

well as a grandmaster with all the benefits of hindsight. In the early moves of games six, playing by its book 

of openings, and then in the mid game analysing millions of possible scenarios by sheer brute force, Deep 

Blue led Kasparov into making a poor move and was left rattled with the recognition that he had lost. Later, 

he claimed to have seen glimpses of true intelligence and creativity in some of the computer’s moves. Since 

that day, chess engines have continued to improve.  

These achievements may not seem impressive to us today, but that is because our standards keep 

adapting to the advances being made. Expert chess playing, for example, once epitomised human intellection. 

In the words of several experts in the late 1950s: “If one could devise a successful chess machine, one could 

seem to have penetrated to the core of human intellectual endeavour.” Today the situation is quite different, 

and one is forced to consider the words of John McCarthy, who observed that “as soon as it works, no one 

calls it AI anymore.” In a sense, however, chess-playing AI turned out to be a lesser triumph than many 

imagined it would be. It was once assumed that in order to have a computer play at a grandmaster level, it 

would have to be endowed with a high degree of general intelligence. Even Turing’s code-breaking colleague 

I. J. Good wrote in 1976: “A computer program of grandmaster strength would bring us within an ace of 

machine ultra-intelligence”.  

One might have supposed that great chess playing requires the ability to learn abstract concepts, think 

cleverly about strategy, compose flexible plans, make a wide range of ingenious logical deductions, and maybe 

even model the opponent’s thinking. But quite to the contrary, it was possible to build a perfectly fine chess 

engine around a limited domain algorithm. When implemented on the fast processors that became available 

towards the end of the twentieth century, it produces very strong play. But an AI thus built is narrow in that it 

can only play chess. In other domains, solutions have turned out to be more complicated than expected. The 

computer scientist Donald Knuth was struck that “AI has by now succeeded in doing essentially everything 

that requires ‘thinking’ but has failed to do most of what people and animals do ‘without thinking’ – that 

somehow is much harder!”17Analysing visual scenes, recognising objects, or controlling a robot’s behaviour 

as it interacts with a natural environment have proved challenging. Nevertheless, a fair amount of progress has 

 
17 Nillsson (2009), 318. 
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been made and continues to be made, aided by steady improvements in hardware. Common sense and natural 

language understanding have also turned out to be difficult. It is now often thought that achieving a fully 

human level performance on these tasks is an AI-complete problem, meaning that the difficulty of solving 

these problems is essentially equivalent to the difficulty of building generally human-level intelligent 

machines.18 In other words, if somebody were to succeed in creating an AI that could understand natural 

language as well as a human adult can, they would probably either have already succeeded in creating AI that 

could do everything else that a human intelligence is capable of doing, or they would be very close to gaining 

such a general capability. It could  be said that one reason why it has been difficult to match human abilities 

in perception, motor control, common sense, and language understanding is that our brains have dedicated 

“wetware” for these functions, neural structures honed over evolutionary timescales. On the other hand, logical 

thinking and skills like chess playing are not natural to us. Maybe what our brains do when we engage in 

explicit logical reasoning or calculation is in some ways analogous to running a “virtual machine”, a slow and 

cumbersome mental simulation of a general-purpose computer. It therefore might follow that a classical AI 

program is not emulating human thinking but on the contrary, human logical thinking is emulating an AI 

program.  

Chess playing expertise turned out to be achievable by a simple algorithm, and one could speculate 

that other capabilities such as general reasoning or programming might also be achievable through a simple 

algorithm. As Nick Bostrom rightly points out, the fact that the best performance at one time is attained through 

a complicated mechanism does not mean that no simple mechanism could do the job just as well or even better 

– a version of Ockham’s razor. The Ptolemaic geocentric system represented the pinnacle of astronomical 

knowledge for over a millennium, and its predictive accuracy was improved over centuries by progressively 

complicating the model through the addition of epicycles to the postulated celestial motions.19 Then, suddenly, 

the entire system was overthrown by the heliocentric theory of Copernicus which was much simpler and, after 

Kepler’s adjustments, more predictably accurate.  

Nowadays artificial intelligence methods have an array of applications, some of which should be 

mentioned. Apart from game AIs mentioned above, there are hearing aids with algorithms that filter out 

ambient noise; route-finders that display maps and offer navigation advice to drivers; recommender systems 

that suggest books and music albums based on a user’s previous purchases and ratings; medical decision 

support systems that help doctors diagnose breast cancer, recommend treatment plans, and aid in the 

interpretation of electrocardiograms. There are robotic pets and cleaning robots, lawn-mowing robots, rescue 

robots, surgical robots and over a million industrial robots. The world population of robots of all types exceeds 

10 million.20 Modern speech recognition has become sufficiently accurate for practical use. Personal digital 

 
18 Stuart C. Shapiro, “Artificial Intelligence”, in Encyclopedia of Artificial Intelligence, 2nd ed., 1:54-7, 1992. 

19 Nick Bostrom, Superintelligence: Paths, Dangers, Strategies, pg. 7, 2017. 

20 Erico Guizzo, “World Robot Population Reaches 8.6 million”, in IEEE Spectrum, April 14 2010. 
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assistants such as Apple’s Siri can respond to spoken commands and answer simple questions or execute 

commands. Optical character recognition of handwritten and typewritten text is routinely used in application 

such as mail sorting and digitization of old documents. Machine translation is still imperfect but is good 

enough for many applications. Early systems used GOFAI approach of hand-coded grammars that had to be 

developed by skilled linguists from the ground up for each language. Newer systems use statistical machine 

learning techniques that automatically build statistical models from observed usage patterns. The machine 

infers the parameters for these models by analysing bilingual corpora. This approach dispenses with linguists 

an the programmers building the systems need not even know the language they are working with.  

Face recognition has improved enough in recent years that it is now used in automated border crossings 

in Europe and Australia. The US Department of State operates a face recognition system with over 75 million 

photographs for visa processing. Surveillance systems employ increasingly sophisticated AI data-mining 

technologies to analyse voice, video, or text, large quantities of which are trawled from the world electronic 

communication media and stored in giant data centres. The US military and intelligence institutions have been 

leading the way to large-scale development of bomb-disposing robots, surveillance and attack drones, and 

other unmanned vehicles. These still depend mainly on remote control by human operators, but work is 

underway to extend their autonomous capabilities. Intelligent scheduling is a major area of success. The DART 

tool for automated logistics planning and scheduling was used in Operation Desert Storm in 1991 to such 

effect that the Defence Advanced Research Project Agency in the US stated that this single application more 

than paid back their thirty-year investment in AI.21 AI technologies also underlie many internet services. 

Software polices the world’s email traffic, and despite continual adaptation by spammers to circumvent the 

countermeasures being brought against them, Bayesian spam filters have largely managed to hold the spam at 

bay. Software using AI components is responsible for automatically approving or declining credit card 

transactions, and continuously monitors account activity for signs of fraudolence. Information retrieval 

systems also make extensive use of machine learning, and the Google search engine is arguably the greatest 

AI system that has ever been built. Here one will notice that the line separating software from artificial 

intelligence is a thin one, and many of the above cited examples will be considered to be generic software 

applications. But for our discussion the more important distinction is between those systems that have a narrow 

range of cognitive capacity and systems that have a more general range of cognition. All of the ones currently 

in use fall within the former category, however, many of them contain components that might also play a role 

in the future of artificial general intelligence. One very important sphere in which AI systems operate today is 

the global financial market. Automated stock trading systems are widely used by major investment houses. 

While some of these systems are simply ways of automating the execution of particular buy or sell orders 

issued by human fund managers, others are able to pursue complete strategies that are adaptable to shifting 

market forces. Analytic systems use an assortment of data mining techniques to scan for patterns and trends 

 
21 Sara Reese Hedberg, “Dart: Revolutionising Logistics Planning”, in IEEE Intelligent Systems 17 (3): 81-3. 
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in securities markets or to correlate historical price movements with external variables such as keywords in 

news tickers. Financial news providers sell newsfeeds that are specially formatted for use by such AI programs. 

Other systems specialize in finding arbitrage opportunities within and between markets, or in high frequency 

trading that seeks to profit from minute price movements that occur over the course of milliseconds. Based on 

the statistics from TABB Group, a New York and London based capital markets research firm, algorithmic 

high frequency traders account for over half of equity shares traded on the US markets. 

Progress on two major fronts has restored some of the lost prestige of AI research. On the one hand a 

more solid statistical and information foundation for machine learning, and on the other the practical and 

commercial success of various problem specific or domain specific applications. There may however be some 

residual reticence within the community because of its past overambition that resulted in failure. In the words 

of the veteran Nils Nilsson:  

“Concern for respectability has had, I think, a stultifying effect on some AI researchers. I hear them 

saying things like, ‘AI used to be criticised for its flossiness. Now that we have made solid progress, let us not 

risk losing our respectability.’ One result of this conservatism has been increased concentration on ‘weak AI’ 

– the variety devoted to providing aids to human thought – and away from ‘strong AI’ – the variety that 

attempts to mechanize human-level intelligence.”22  

This conservatism and emphasis on weak AI has not only neutered the field of strong – or humanlike 

– AI development, it has also led experts to ignore the existential and moral implications surrounding the 

prospects of such a breakthrough. 

3. An Exploration of Strong AI 

A common objection to the idea of a thinking machine is that even if it passed the Turing Test it would 

not be really thinking, but only simulating thought. This argument was foreseen by Alan Turing in his famous 

paper, where he cites a speech by Professor Geoffrey Jefferson: 

“Not until a machine could write a sonnet or compose a concerto because of thoughts and emotions 

felt, and not by the chance fall of symbols, could we agree that machine equals brain—that is, not only write 

it but know that it had written it.”23 

Turing calls this the argument from consciousness – the machine has to be aware of its own mental 

states and actions in order to be thinking in any human way – it has to feel emotions. Others focus on 

intentionality – that is, the question of whether the machine’s purported beliefs, desires, and other 

 
22 Nilsson (2009), 319. 

23 Geoffrey Jefferson, “The mind of mechanical man: The Lister Oration delivered at the Royal College of Surgeons in 

England”, in British Medical Journal, 1(25) 1105–1121, 1949. 
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representations are “about” something in the real world. Turing’s response to the objection is that the question 

is just as ill-defined as asking, “Can machines think?” Besides, there is no reason why we should insist on a 

higher standard for machines than we would for humans. After all, in ordinary life we never have any direct 

evidence about the internal mental states of other humans, but in Turing’s words, “instead of arguing 

continually over this point, it is usual to have the polite convention that everyone thinks.” Turing argues that 

Jefferson would be willing to extend this assumption to machines if only he had experience with ones that 

acted intelligently. He cites the following possible dialogue: 

HUMAN: In the first line of your sonnet which reads “shall I compare thee to a summer’s day,” would 

not a “spring day” do as well or better? 

MACHINE: It wouldn’t scan. 

HUMAN: How about “a winter’s day.” That would scan all right. 

MACHINE: Yes, but nobody wants to be compared to a winter’s day. 

HUMAN: Would you say Mr. Pickwick reminded you of Christmas? 

MACHINE: In a way. 

HUMAN: Yet Christmas is a winter’s day, and I do not think Mr. Pickwick would mind the comparison. 

MACHINE: I don’t think you’re serious. By a winter’s day one means a typical winter’s day, rather 

than a special one like Christmas. 

One can easily imagine some future time in which such conversations with machines are 

commonplace, and in such a time it would not be necessary to make the linguistic distinction between “real” 

and “artificial” thinking. A similar abandonment of this difference in terms occurred in the years after 1848, 

when artificial urea, the organic compound that helps metabolise nitrogen in mammals, was synthesized for 

the first time by the German chemist Frederick Wöhler. Prior to this achievement, organic and inorganic 

chemistry were essentially disjoint enterprises and many thought that no process could exist that would convert 

inorganic chemicals into organic material. However, once the synthesis was accomplished, chemists agreed 

that artificial urea was urea, because it had all the right physical properties. Those who had posited an intrinsic 

property possessed by organic material that inorganic material could never have were faced with the 

impossibility of devising any test that could reveal the supposed deficiency of artificial urea. For thinking, we 

have not yet reached our 1848 and there are those who believe that artificial thinking, no matter how 

impressive, will never be real. For example, the philosopher John Searle formulated the Chinese room 

argument to discredit the idea that a computer can be programmed with the appropriate functions to behave 

the same way a human mind would. The argument asks the reader to imagine a computer that is programmed 

to understand how to read and communicate in Chinese. It would work with taking in Chinese characters and 
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output other Chinese characters in response. If the computer passed the Turing test, it could convince a human 

that the program is itself a Chinese speaker. The position of strong artificial intelligence holds that the 

computer literally understands Chinese, whereas weak artificial intelligence would entail only a simulation of 

comprehension of the Chinese language.  

If a human had an English version of the computer program, he or she could take in Chinese words the 

same way the computer would and output characters the same way the computer would. Searle argues there’s 

no difference inherent between this human and the computer even though the human doesn’t understand the 

Chinese language itself. He therefore concludes the computer wouldn’t understand Chinese either. 

Instead, Searle supposes there’s an intentionality that the machine would need to argue for strong 

artificial intelligence. As computers and other machines lack this method of thinking, they don’t have a mind 

in our traditional sense of the word. Searle’s work in artificial intelligence and the philosophy of the mind 

would continue to take centre stage of debates in the two disciplines. He argues as follows: 

“No one supposes that a computer simulation of a storm will leave us all wet ...Why on earth would 

anyone in his right mind suppose a computer simulation of mental processes actually had mental 

processes?”24 

While it is easy to agree that computer simulations of storms do not make us wet, it is not clear how 

to carry this analogy over to computer simulations of mental processes. After all, a Hollywood simulation of 

a storm using sprinklers and wind machines does make the actors wet, and a video game simulation of a storm 

does make the simulated characters wet. Most people are comfortable saying that a computer simulation of 

addition is addition, and of chess is chess. In fact, we typically speak of an implementation of addition or 

chess, not a simulation. Are mental processes more like storms, or more like addition? Turing suggests that 

this issue will eventually fade away by itself once machines reach a certain level of sophistication. This would 

have the effect of dissolving the difference between weak and strong AI. Against this, one may insist that there 

is a factual issue at stake: humans do have real minds, and machines might or might not. To address this factual 

issue, one must understand how it is that humans have real minds and not just wetware that generates 

neurophysiological processes. Philosophical efforts to solve this mind/body problem are directly relevant to 

the question of whether machines could in principle have real minds. The mind/body problem was considered 

by the ancient Greek philosophers such as Plato and Epicurus and by various schools of Hindu thought, but 

was first analysed in depth by the 17th-century French philosopher and mathematician Renè Descartes. In his 

Meditations on First Philosophy, he considered the mind’s activity of thinking and the physical processes of 

the body, concluding that the two must exist in separate realms, setting the foundations for what is now called 

a dualist theory. The mind/body problem faced by dualists is the question of how the mind can control the 

body if the two are really separate. Descartes speculated that the two might interact through the pineal gland, 

 
24 John R. Searle, “Minds, brains, and programs”, in BBS, 3, 37-38. 
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which simply forces the question of how the mind controls the pineal gland. The monist theory of mind, often 

called physicalism, avoids this problem altogether by asserting that the mind is not separate from the body; 

that mental states are physical states. Most modern philosophers of mind are physicalists of one form or 

another, and physicalism allows, at least in principle, for the possibility of strong AI. The problem for 

physicalists is to explain how physical states such as the molecular configurations and electrochemical 

processes of the brain can simultaneously be mental states, such feeling pain, enjoying an ice cream, knowing 

that one is driving a car, or believing that Rome is the capital of Italy. 

Physicalist philosophers have attempted to explicate what it means to say that a person, and by 

extension a computer, is in a particular mental state. They have focused in particular on intentional states. 

These are states, such as believing, knowing, desiring, fearing and so on, that refer to some aspect of the 

external world. For example, the knowledge that one is eating an ice cream is a belief about the ice cream and 

what is happening to it. If physicalism is correct, it must be the case that the proper description of a person’s 

mental state is determined by that person’s brain state. Thus, if one is currently focused on eating an ice cream 

in a mindful way, the instantaneous brain state is an instance of the class of mental states “knowing that one 

is eating an ice cream.” Of course, the specific configurations of all the atoms of one’s brain are not essential: 

there are many configurations of one’s brain that would belong to the same class of mental states. The key 

point is that the same brain state could not correspond to a fundamentally distinct mental state, such as the 

knowledge that one is eating a banana. The simplicity of this view is challenged by some simple thought 

experiments. Let us imagine that our brain was removed from our body at birth and placed in a preserving 

cistern. The cistern sustains our brain, allowing it to grow and develop. At the same time, electronic signals 

are fed to our brain from a computer simulation of an entirely fictitious world, and motor signals from our 

brain are intercepted and used to modify the simulation as appropriate. In fact, the simulated life we would be 

living replicates exactly the life we would have lived, had our brain not been placed in the tub, including 

simulated eating of simulated ice creams. Thus, we could have a brain state identical to that of someone who 

is really eating a real ice cream, but it would be literally false to say that we have the mental state “knowing 

that one is eating an ice cream.” We aren’t eating a real ice cream, we have never even experienced an ice 

cream, and we could not, therefore, have such a mental state. This example seems to contradict the view that 

brain states determine mental states. One way to resolve the dilemma is to say that the content of mental states 

can be interpreted from two different points of view. The “wide content” view interprets it from the point of 

view of an omniscient outside observer with access to the whole situation, who can distinguish differences in 

the world. Under this view, the content of mental states involves both the brain state and the environment 

history. Narrow content, on the other hand, considers only the brain state. The narrow content of the brain 

states of a real ice cream-eater and a preserved brain ice cream eater is the same in both cases. Wide content 

is appropriate if one’s goals are to ascribe mental states to others who share one’s world, to predict their likely 

behaviour and its effects. This is the setting in which our ordinary language about mental content has evolved. 
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On the other hand, if one is concerned with the question of whether AI systems are really thinking and really 

do have mental states, then narrow content is appropriate; it simply doesn’t make sense to say that whether or 

not an AI system is really thinking depends on conditions outside that system. Narrow content is also relevant 

if we are thinking about designing AI systems or understanding their operation, because it is the narrow content 

of a brain state that determines what will be the narrowness next brain state. This leads naturally to the idea 

that what matters about a brain state, or what makes it have one kind of mental content and not another, is its 

functional role within the mental operation of the entity involved.  

Another principal objection to the concept of an ever advancing AI has been formulated through the 

work of Alan Turing25 and Kurt Friedrich Gödel26, and it rests on the clam that certain mathematical questions 

are in principle unanswerable by particular formal systems. Gödel’s incompleteness theorem is the most 

famous example of this. Briefly, for any formal axiomatic system F powerful enough to do arithmetic, it is 

possible to construct a so-called Gödel sentence G(F) with the following properties: 

• G(F) is a sentence of F, but cannot be proved within F.  

• If F is consistent, then G(F) is true. 

Philosophers such as J. R. Lucas have claimed that this theorem shows that machines are mentally 

inferior to humans, because machines are formal systems that are limited by the incompleteness theorem – 

they cannot establish the truth of their own Gödel sentence – while humans have no such limitation.27 This 

claim has caused decades of controversy, spawning a vast literature, including two books by the mathematician 

Sir Roger Penrose28, that repeat the claim with some new insights (such as the hypothesis that humans are 

different because their brains operate by quantum gravity). We will examine only three of the problems with 

the claim. First, Gödel’s incompleteness theorem applies only to formal systems that are powerful enough to 

do arithmetic. This includes Turing machines, and Lucas’s claim is in part based on the assertion that 

computers are Turing machines. This is a good approximation, but is not quite true. Turing machines are 

infinite, whereas computers are finite, and any computer can therefore be described as a (very large) system in 

propositional logic, which is not subject to Gödel’s incompleteness theorem. Second, an agent should not be 

too ashamed that it cannot establish the truth of some sentence while other agents can. Let us consider the 

sentence “J. R. Lucas cannot consistently assert that this sentence is true”. As in the famous parable of 

Epimenides (all Cretans are liars), if Lucas asserted this sentence, then he would be contradicting himself, so 

 
25 Alan Turing, “On computable numbers, with an application to the Entscheidungsproblem”, in Proc. London 

Mathematical Society, 2nd series, 42, 230– 265, 1936. 

26 Kurt Friedrich Gödel, “Uber formal unentscheidbare Sätze der Principia mathematica und verwandter Systeme I“, in 

Monatshefte für Mathematik und Physik, 38, 173–198, 1931. 

27 J. R. Lucas, “Minds, machines, and Gödel”, in Philosophy, 36, 1961. 
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therefore Lucas cannot consistently assert it, and hence it must be true. We have thus demonstrated that there 

is a sentence that Lucas cannot consistently assert while other people (and machines) can. To take another 

example, no human could compute the sum of a billion 10 digit numbers in his or her lifetime, but a computer 

could do it in seconds. Still, we do not see this as a fundamental limitation in the human’s ability to think. 

Humans were behaving intelligently for thousands of years before they developed the tool of mathematics, so 

it is unlikely that formal mathematical reasoning plays more than a peripheral role in what it means to be 

intelligent. Third, and most important, even if we grant that computers have limitations on what they can 

prove, there is no evidence that humans are immune from those limitations. It is all too easy to show rigorously 

that a formal system cannot do X, and then claim that humans can do X using their own informal method, 

without giving any evidence for this claim. Indeed, it is impossible to prove that humans are not subject to 

Gödel’s incompleteness theorem, because any rigorous proof would require a formalization of the claimed 

unformalizable human talent, and hence refute itself. So we are left with an appeal to intuition that humans 

can somehow perform superhuman feats of mathematical insight. This appeal is expressed with arguments 

such as “we must assume our own consistency, if thought is to be possible at all”29. But if anything, humans 

are known to be inconsistent. This is certainly true for everyday reasoning, but it is also true for careful 

mathematical thought. A famous example is the four-color map problem. Alfred Kempe published a proof in 

1879 that was widely accepted and contributed to his election as a Fellow of the Royal Society. In 1890, 

however, Percy Heawood pointed out a flaw and the theorem remained unproved until 1977. 

3.1  Paths Towards Superintelligence  

The problem of distinguishing between real and emulated intelligence is not likely to be settled soon, 

and for the sake of continuing the discussion on strong AI, we can safely assume that machines are currently 

far inferior to humans in general intelligence, yet one day we may develop a machine that is superior to human 

capabilities. How is it possible to arrive at this stage? Here Nick Bostrom has clearly laid out four ways by 

which we could realistically arrive at a terminus of what he calls “superintelligence”, meaning an entity that, 

as he puts it, “greatly exceeds the cognitive performance of humans in virtually all domains of interest”.30 The 

definition doesn’t consider how superintelligence is implemented. Nor does it consider whether a 

superintelligence would have a subjective conscious experience. This might matter for some questions, 

particularly moral ones, but our primary focus here is on the causal steps that would most probably need to be 

taken, and not on the metaphysics of mind.  

Artificial Intelligence 

The first path to superintelligence is through the continual refinement and honing of regular general 

AI systems. We can discern some general features of the kind of system that would be required. A capacity to 

 
29 J. R. Lucas, “This Gödel is killing me: A rejoinder”, in Philosophia, 6(1), 145–148, 1971. 
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learn would be an integral feature of the core design of a system intended to attain general intelligence, as 

would the ability to deal effectively with uncertainty and probabilistic information. Some faculty for extracting 

useful concepts from sensory data and for leveraging acquired concepts into flexible combinatorial 

representations for use in logical and intuitive reasoning, also likely belong among the core design features in 

a modern AI intended to attain general intelligence. The early Good Old-Fashioned Artificial Intelligence 

systems did not focus on learning, uncertainty, or concept formation, because techniques for dealing with this 

information were not yet advanced enough. This is not to say that the underlying ideas are new. The idea of 

using learning as a means of bootstrapping a simpler system to human-level intelligence can be traced back at 

least to Alan Turing’s notion of a “child machine,” which he wrote about in 1950: 

“Instead of trying to produce a programme to simulate the adult mind, why not rather try to produce 

one which simulates the child’s? If this were then subjected to an appropriate course of education one would 

obtain the adult brain.” 

 The man imagined a clear process to create such a child-like machine: 

“We cannot expect to find a good child machine at the first attempt. One must experiment with teaching 

one such machine and see how well it learns. One can then try another and see if it is better or worse. There 

is an obvious connection between this process and evolution…. One may hope, however, that this process will 

be more expeditious than evolution. The survival of the fittest is a slow method for measuring advantages. The 

experimenter, by the exercise of intelligence, should be able to speed it up. Equally important is the fact that 

he is not restricted to random mutations. If he can trace a cause for some weakness he can probably think of 

the kind of mutation which will improve it.”31 

Since we can be fairly certain that blind evolutionary processes have produced human level intelligence 

at least once, evolutionary processes with foresight – that is, genetic programs designed and guided by a human 

hand – should be able to achieve a similar outcome with far greater efficiency. This observation has been made 

by some philosophers and scientists, including David Chalmers32 and Hans Moravec33, to argue that human-

level AI is not only theoretically possible but feasible within this century.  

Whole Brain Emulation 

In whole brain emulation – also known as uploading – intelligent software would be produced by 

scanning and modelling the neurological and computational structure of a biological brain. This approach thus 

 
31 Alan Turing, "Computing Machinery and Intelligence”, in Mind 59 (236): 433–60, 1950. 

32 David John Chalmers, “The Singularity: A Philosophical Analysis”, in Journal of Consciousness Studies 17 (9–10): 7–
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presents us with a straight forward way of drawing inspiration from nature: simple plagiarism. Achieving 

whole brain emulation would require the accomplishment of the following steps. First, a sufficiently detailed 

scan of a particular human brain. This might involve stabilizing the brain post-mortem through vitrification – 

a process that turns tissue into a kind of glass. A machine could then dissect the tissue into thin slices, which 

could be fed into another machine for scanning (Bostrom suggests through an array of electron microscopes). 

Second, the raw data from the scanners is fed to a computer for automated image processing to reconstruct the 

three-dimensional neural network that is in charge of cognition in the original brain. The resulting map is then 

combined with a library of neurocomputational models of different types of neurons or of different neuronal 

elements (such as particular kinds of synaptic connectors). In the third stage, the neurocomputational structure 

resulting from the previous step is implemented on a sufficiently powerful computer. If successful, the result 

would be a digital reproduction of the original intellect, with memory and personality intact. The emulated 

human mind now would exist as software on a computer. The mind can either inhabit a virtual reality or 

interface with the external world by means of robotic appendages. The whole brain emulation path does not 

require that we figure out how human cognition works or how to program an artificial intelligence, it requires 

only that we understand the low-level functional characteristics of the basic computational elements of the 

brain. No fundamental conceptual or theoretical breakthrough is needed for whole brain emulation to succeed. 

Biological Cognition 

A third path to superhuman intelligence is to enhance the functioning of biological brains. In principle, 

this could be achieved without technology through selective breeding, an idea that was quite convincing to 

many politicians and indeed doctors between the end of the nineteenth and halfway through the twentieth 

century. Any attempt to initiate a classical large-scale eugenics program, however, would confront major 

political and moral hurdles today. Moreover, unless the selection were extremely strong, many generations 

would be required to achieve substantial results. Long before such an initiative would bear fruit, advances in 

biotechnology will allow much more direct control of human genetics and neurobiology, rendering otiose any 

human breeding program. Bostrom then focuses on methods that hold the potential to deliver results faster, on 

the timescale of a few generations or less. Our individual cognitive capacities can be strengthened in various 

ways, including by such traditional methods as education and training. Neurological development can be 

promoted by low-tech interventions such as optimizing maternal and infant nutrition, removing lead and other 

neurotoxic pollutants from the environment, eradicating parasites, ensuring adequate sleep and exercise, and 

preventing diseases that affect the brain. Improvements in cognition can certainly be obtained through each of 

these means, though the magnitudes of the gains are likely to be modest, especially in populations that are 

already reasonably well nourished and schooled. 

We will certainly not achieve superintelligence by any of these means, but they might help on the 

margin, particularly by lifting up the deprived and harnessing a larger reservoir of global talent. Lifelong 

depression of intelligence due to iodine deficiency remains widespread in many impoverished inland areas of 
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the world, a problem that could easily be solved by fortifying table salt at a cost of a few cents per person and 

year. Biomedical enhancements could prove more powerful. Drugs already exist that are alleged to improve 

memory, concentration, and mental energy. While the efficacy of the present generation of smart drugs is 

variable, marginal, and generally dubious, future medicaments might offer clearer benefits and fewer side 

effects. However, it seems implausible, on both neurological and evolutionary grounds, that one could, by 

introducing some chemical into the brain of a healthy person, spark a dramatic rise in intelligence. If there 

were an easy way to enhance cognition, one would expect evolution already to have taken advantage of it. 

Consequently, the most promising kind of enhancing drug to investigate may be one that promises to boost 

intelligence in some manner that would have inhibited survival in the ancestral environment, for example by 

increasing head size at birth or increasing the brain’s glucose metabolism. 

The cognitive functioning of a human brain depends on a delicate orchestration of many factors, 

especially during the critical stages of embryo development – and it is much more likely that this self-

organizing structure, to be enhanced, needs to be carefully balanced, tuned, and cultivated at the genetic level, 

rather than simply being attacked by an external substance. The manipulation of genetics should be the path 

to risk pursuing instead of psychopharmacology because one could use selection at the level of gametes and 

embryos.  

Pre-implantation genetic diagnosis has already been used during in vitro fertilization procedures to 

screen embryos produced for monogenic disorders such as Huntington’s disease and for predisposition to some 

late-onset diseases such as breast cancer. It has also been used for sex selection and for matching human 

leukocyte antigen type with that of a sick sibling, who can then benefit from a cord-blood stem cell donation 

when the new baby is born. Bostrom thinks that the range of traits that can be selected for or against will 

expand greatly over the course of the next decades and intelligence could well be one of them. 

Brain-computer Interfaces 

It is sometimes assumed that brain-computer interfaces, particularly implants, could enable humans to 

exploit the advantages of digital computing such as perfect memory, speedy and accurate arithmetic 

calculation, and high band-width data transmission, enabling the resulting hybrid system to radically 

outperform the normal brain. The possibility of direct connections between human brains and computers has 

been demonstrated particularly well by professors Mikhail A. Lebedev and Miguel A. L. Nicolelis at Durham 

University in their research paper Brain Machine Interfaces: Past, Present and Future, where they show that 

electrical activity generated by ensembles of cortical neurons can be employed directly to control a robotic 

manipulator. It seems unlikely, however, that such interfaces will be widely used as enhancements any time 

soon. To begin with, there are significant risks of medical complications – including infections, electrode 

displacement, haemorrhage, and cognitive decline – when implanting electrodes in the brain. Perhaps the most 

vivid illustration to date of the benefits that can be obtained through brain stimulation is the treatment of 
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patients with Parkinson’s disease. The Parkinson’s implant is relatively simple: it does not really communicate 

with the brain but simply supplies a stimulating electric current to the subthalamic nucleus. A demonstration 

video shows a subject slumped in a chair, completely immobilized by the disease, then suddenly springing to 

life when the current is switched on: the subject now moves his arms, stands up and walks across the room, 

turns around and performs a pirouette.34 Yet even behind this especially simple and almost miraculously 

successful procedure, there lurk negatives. One study of Parkinson patients who had received deep brain 

implants showed reductions in verbal fluency, selective attention, colour naming, and verbal memory 

compared with controls. Treated subjects also reported more cognitive complaints.35 Such risks and side 

effects might be tolerable if the procedure is used to alleviate severe disability. But in order for healthy subjects 

to volunteer themselves for neurosurgery, there would have to be some very substantial enhancement of 

normal functionality to be gained.  

This brings us to the second reason to doubt that superintelligence will be achieved through 

“cyborgization”, namely that enhancement is likely to be far more difficult than therapy. Patients who suffer 

from paralysis might benefit from an implant that replaces their severed nerves or activates spinal motion 

pattern generators.36 Patients who are deaf or blind might benefit from artificial cochleae and retinas.37 Patients 

with Parkinson’s disease or chronic pain might benefit from deep brain stimulation that excites or inhibits 

activity in a particular area of the brain.38 What seems far more difficult to achieve is a high-bandwidth direct 

interaction between brain and computer to provide substantial increases in intelligence of a form that could 

not be more readily attained by other means. Most of the potential benefits that brain implants could provide 

in healthy subjects could be obtained at far less risk, expense, and inconvenience by using our regular motor 

and sensory organs to interact with computers located outside of our bodies. We do not need to plug a fibre 

optic cable into our brains in order to access the internet. Not only can the human retina transmit data at an 

impressive rate of nearly 10 million bits per second, but it comes pre-packaged with a massive amount of 

dedicated wetware – the visual cortex – that is highly adapted to extracting meaning from this information 

torrent and to interfacing with other brain areas for further processing.39 

 
34 https://www.youtube.com/watch?v=GNY4eHOGaEE 

35 Smeding, H. M., Speelman, J. D., Koning-Haanstra, M., Schuurman, P. R., Nijssen, P., van Laar, T., and Schmand, B., 

“Neuropsychological Effects of Bilateral STN Stimulation in Parkinson Disease: A Controlled Study”, in Neurology 66 (12): 

1830–6, 2006 

36 Degnan, G. G., Wind, T. C., Jones, E. V., and Edlich, R. F. “Functional Electrical Stimulation in Tetraplegic Patients 

to Restore Hand Function”, in Journal of Long-Term Effects of Medical Implants 12 (3): 175–88, 2002. 

37 Gislin Dagnelie, “Retinal Implants: Emergence of a Multidisciplinary Field”, in Current Opinion in Neurology 25 (1): 

67–75, 2012. 

38 Perlmutter, J. S., and Mink, J. W., “Deep Brain Stimulation”, in Annual Review of Neuroscience 29: 229–57, 2011.  

39 Koch, K., McLean, J., Segev, R., Freed, M. A., Berry, M. J., Balasubramanian, V., and Sterling, P., “How Much the 

Eye Tells the Brain”, in Current Biology 16 (14): 1428–34, 2006. 
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Even if there were an easy way of pumping more information into our brains, the extra data inflow 

would do little to increase the rate at which we think and learn unless all the neural machinery necessary for 

making sense of the data were similarly upgraded. Since this includes almost all of the brain, what would 

really be needed is a “whole brain prosthesis” – which is just another way of saying artificial general 

intelligence. Yet if one had a human-level AI, one could dispense with neurosurgery: a computer might as 

well have a metal casing as one of bone. So this limiting case just takes us back to the AI path, which we have 

already examined.  

We thus have enunciated different paths that one of the leading futurists of today thinks are viable to 

the achievement of something like superintelligence, or greater-than-human artificial intelligence. But an 

ancillary consideration is the question of what such a system would be like. What would be its motivations, 

ethics or values? We now explore some of these points. 

4. Possible Dangers Along the Way 

The mathematician I. J. Good, who had served as chief statistician in Alan Turing’s code-breaking 

team in World War II, might have been the first to enunciate the essential aspects of this scenario. In an oft-

quoted passage from 1965, he wrote:  

“Let an ultraintelligent machine be defined as a machine that can far surpass all the intellectual 

activities of any man however clever. Since the design of machines is one of these intellectual activities, an 

ultraintelligent machine could design even better machines; there would then unquestionably be an 

‘intelligence explosion’, and the intelligence of man would be left far behind. Thus the first ultraintelligent 

machine is the last invention that man need ever make, provided that the machine is docile enough to tell us 

how to keep it under control.”40 

The world that such a quote invites us to envision is enough to terrify even the most optimistic of 

observers, and anxious speculation about the existential risk to civilisation follows. But although the paths 

towards a superhuman AI have for long been thought about, researches have tended not to speculate about the 

possible risks involved in devising a system that towers above us in all conceivable domains of intelligence. 

Whole university and R&D departments invest large sums in advancing the horizon of possibilities, and yet a 

deep consideration of the ethical risks involved seems lacking. The moment one assumes that intelligence is 

nothing more than information processing, and that both hardware and software technology will continue to 

advance indefinitely until some sort of cataclysmic event interrupts the process, then the first question we 

should ask is whether our societies are accoutred to control an entity that, whether conscious or not, would 

 
40 Irving John Good, “Some Future Social Repercussions of Computers”, in International Journal of Environmental 

Studies 1 (1–4): 67–79, 1970. 
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have powers beyond our comprehension, just we do in the eyes of insects. In fact it may even care for us to 

the degree we do for insects. Who is to say that its morals will be perfectly aligned with ours? We humans 

haven’t even agreed among ourselves on what best constitutes a prosperous society, so how can we expect to 

instil a system with principles that we ourselves are unsure about – like a watchmaker with poor eyesight? 

And even if we could solve this control problem, what would our economy look like if we had the perfect 

labour saving machine so that the cost of goods equalled that of raw materials? Such a society would not only 

be grossly unequal but also one in which the presence of human beings is rendered superfluous. And if these 

machine proletariats had a conscience, would we be obliged to extend to them the rights we humans enjoy? 

We explore these questions one by one.  

            The Control Problem  

If we suspect that the default outcome of an intelligence explosion is existential catastrophe, our 

thinking must immediately turn to whether, and if so how, this default outcome can be avoided. Is it possible 

to achieve a “controlled detonation”? Could we engineer the initial conditions of an intelligence explosion so 

as to achieve a specific desired outcome, or at least to ensure that the result lies somewhere in the class of 

broadly acceptable outcomes? More specifically: how can the sponsor of a project that aims to develop 

superintelligence ensure that the project, if successful, produces a superintelligence that would realize the 

sponsor’s goals? We can divide this control problem into two parts. One part is generic, the other unique to 

the present context. This first part – what we shall call the first principal–agent problem – arises whenever 

some human entity (“the principal”) appoints another (“the agent”) to act in the former’s interest. This type of 

agency problem has been extensively studied by economists.41 It becomes relevant to our present concern if 

the people creating an AI are distinct from the people commissioning its creation. The project’s owner or 

sponsor (which could be anything ranging from a single individual to humanity as a whole) might then worry 

that the scientists and programmers implementing the project will not act in the sponsor’s best interest. 

Although this type of agency problem could pose significant challenges to a project sponsor, it is not a problem 

unique to intelligence amplification or AI projects. Principal–agent problems of this sort are ubiquitous in 

human economic and political interactions, and there are many ways of dealing with them. For instance, the 

risk that a disloyal employee will sabotage or subvert the project could be minimized through careful 

background checks of key personnel, the use of a good version-control system for software projects, and 

intensive oversight from multiple independent monitors and auditors. Of course, such safeguards come at a 

cost – they expand staffing needs, complicate personnel selection, hinder creativity, and stifle independent and 

critical thought, all of which could reduce the pace of progress. These costs could be significant, especially 

for projects that have tight budgets, or that perceive themselves to be in a close race in a winner-takes-all 

 
41 Jean-Jacques Laffront, and David Martimort, The Theory of Incentives: The Principal-Agent Model, 2002. 
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competition. In such situations, projects may overlook procedural safeguards, creating possibilities for 

potentially catastrophic principal–agent failures of the first type. The other part of the control problem is more 

specific to the context of an intelligence explosion. This is the problem that a project faces when it seeks to 

ensure that the superintelligence it is building will not harm the project’s interests. This part, too, can be 

thought of as a principal–agent problem – the second principal–agent problem. In this case, the agent is not a 

human agent operating on behalf of a human principal. Instead, the agent is the superintelligent system itself. 

Whereas the first principal–agent problem occurs mainly in the development phase, the second agency 

problem threatens to cause trouble mainly in the superintelligence’s operational phase. This second agency 

problem poses an unprecedented challenge. Solving it will require new techniques, such as observing an AI’s 

behaviour in its developmental phase and allowing the AI to graduate from a secure environment once it has 

accumulated a track record of taking appropriate actions. Other technologies can often be safety-tested in the 

laboratory or in small field studies, and then rolled out gradually with a possibility of halting deployment if 

unexpected troubles arise. Their performance in preliminary trials helps us make reasonable inferences about 

their future reliability. Such behavioural methods are defeated in the case of superintelligence because of the 

strategic planning ability of general intelligence. Even for superintelligence development, though, there could 

be a role for behavioural testing – as one auxiliary element within a wider battery of safety measures. Should 

an AI misbehave in its developmental phase, something is clearly awry – though, importantly, the converse 

does not hold. Since the behavioural approach is unavailing, we must look for alternatives. We can divide 

potential control methods into two broad classes: capability control methods, which aim to control what the 

superintelligence can do; and motivation selection methods, which aim to control what it wants to do. Some 

of the methods are compatible while others represent mutually exclusive alternatives. It is important to realize 

that some control method (or combination of methods) must be implemented before the system becomes 

superintelligent. It cannot be done after the system has obtained a decisive strategic advantage. The need to 

solve the control problem in advance – and to implement the solution successfully in the very first system to 

attain superintelligence – is part of what makes achieving a controlled detonation such a daunting challenge.42 

The Value-Loading Problem 

It is impossible to enumerate all possible situations a superintelligence might find itself in and to 

specify for each what action it should take. Similarly, it is impossible to create a list of all possible worlds and 

assign each of them a value. In any realm significantly imaginable there are far too many possible states for 

exhaustive enumeration to be feasible. A motivation system, therefore, cannot be specified as a comprehensive 

table of data. It must instead be expressed more abstractly, as a formula or rule that allows the agent to decide 

what to do in any given situation. One formal way of specifying such a decision rule is via a utility function. 

A utility function assigns value to each outcome that might arise, or more generally to each “possible world.” 

 
42 Bostrom (2017), 155-57. 
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Given a utility function, one can define an agent that maximizes expected utility. Such an agent selects at each 

time the action that has the highest expected utility. In reality, the possible outcomes are too numerous for the 

expected utility of an action to be calculated exactly. Nevertheless, the decision rule and the utility function 

together determine a normative ideal – an optimality notion – that an agent might be designed to approximate; 

and the approximation might get closer as the agent gets more intelligent. Creating a machine that can compute 

a good approximation of the expected utility of the actions available to it is an AI-complete problem. We can 

use this framework of a utility-maximizing agent to consider the predicament of a future seed-AI programmer 

who intends to solve the control problem by endowing the AI with a final goal that corresponds to some 

plausible human notion of a worthwhile outcome. The programmer has some particular human value in mind 

that he would like the AI to promote. To be concrete, let us say that it is happiness. In terms of the expected 

utility framework, the programmer is thus looking for a utility function that assigns utility to possible worlds 

in proportion to the amount of happiness they contain. But how could he express such a utility function in 

computer code? Computer languages do not contain terms such as “happiness”. If such a term is to be used, it 

must first be defined. It is not enough to define it in terms of other high-level human concepts – “happiness is 

enjoyment of the potentialities inherent in our human nature” or some such philosophical paraphrase. The 

definition be given in terms that appear in the AI’s programming language, and ultimately in primitives such 

as mathematical operators pointing to the contents of individual memory registers. When one considers the 

problem from this perspective, one can begin to appreciate the difficulty of the programmer’s task.43 Solving 

the value-loading problem is a research challenge worthy of some of the next generation’s best mathematical 

talent. We cannot postpone confronting this problem until the AI has developed enough reason to easily 

understand our intentions. If an agent is not already fundamentally friendly by the time it gains the ability to 

reflect on its own agency, it will not take kindly to a belated attempt at brainwashing or a plot to replace it 

with a different agent that better loves its neighbour.44 

Superintelligent Machines and the Economy 

General machine intelligence could serve as a substitute for human intelligence. Not only could digital 

minds perform the intellectual work now done by humans, but, once equipped with good actuators or robotic 

bodies, machines could also substitute for human physical labour. Suppose that machine workers – which can 

be quickly reproduced – become both cheaper and more capable than human workers in virtually all jobs. 

What happens then? With cheaply imitable labour, market wages fall. The only place where humans would 

remain competitive may be where customers have a basic preference for work done by humans. Today, goods 

that have been handcrafted or produced by indigenous people sometimes command a price premium. Future 

consumers might similarly prefer human-made goods and human athletes, human artists, human lovers, and 

 
43 Eliezer Yudkowsky, Complex Value Systems are Required to Realize Valuable Futures, 2011. 

44 Bostrom (2017), 226-29. 
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human leaders to functionally indistinguishable or superior artificial counterparts. It is unclear, however, just 

how widespread such preferences would be. If machine-made alternatives were sufficiently superior, perhaps 

they would be more highly prized. One factor that might be relevant to a consumer is the inner life of the 

worker providing a service or product. A concert audience, for instance, might like to know that the performer 

is consciously experiencing the music and the cheers of the crowd. Absent phenomenal experience, the 

musician could be regarded merely as a high-powered jukebox, albeit one capable of creating the three-

dimensional appearance of a performer interacting naturally with the crowd. Machines might then be designed 

to instantiate the same kinds of mental states that would be present in a human performing the same task. Even 

with perfect replication of subjective experiences, however, some people might still prefer the real thing. Such 

preferences could also have ideological or religious roots. Just as many Muslims and Jews shun food prepared 

in ways they classify as haram or treif, so there might be groups in the future that eschew products whose 

manufacture involved unsanctioned use of machine intelligence. What hinges on this? To the extent that cheap 

machine labour can substitute for human labour, human jobs may disappear. Fears about automation and job 

loss are of course not new. Concerns about technological unemployment have surfaced periodically, at least 

since the Industrial Revolution; and quite a few professions have in fact gone the way of the English weavers 

and textile artisans who in the early nineteenth century united under the banner of the folkloric General Ludd 

to fight against the introduction of mechanized looms. Nevertheless, although machinery and technology have 

been substitutes for many particular types of human labour, physical technology has on the whole been a 

complement to labour. Average human wages around the world have been on a long-term rise, in large part 

because of such complementarities. Yet what starts out as a complement to labour can at later stage become a 

substitute for labour. Horses were initially complemented by carriages and ploughs, which greatly increased 

the horse’s productivity. Later, horses were substituted for by automobiles and tractors. These later innovations 

reduced the demand for equine labour and led to a population collapse. Could a similar fate befall the human 

species? The parallel to the story of the horse can be drawn out further if we ask why it is that there are still 

horses around. One reason is that there are still a few niches in which horses have functional advantages; for 

example, police work. But the main reason is that humans happen to have peculiar preferences for the services 

that horses can provide, including recreational horseback riding and racing. These preferences can be 

compared to those we hypothesized some humans might have in the future, such as that certain goods and 

services be made by human hand. Although suggestive, this analogy is inexact, since there is still no complete 

functional substitute for horses. If there were inexpensive mechanical devices that ran on hay and had exactly 

the same shape, feel, smell, and behaviour as biological horses – perhaps even the same conscious experiences 

– then demand for biological horses would probably decline further. With a sufficient reduction in the demand 

for human labour, wages would fall below the human subsistence level. The potential downside for human 

workers is therefore extreme: not merely wage cuts, demotions, attrition or the need for retraining, but 

starvation and death. When horses became obsolete as a source of moveable power, many were sold off to 

meatpackers to be processed into dog food, bone meal, leather, and glue. These animals had no alternative 
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employment through which to earn their keep. In the United States, there were about 26 million horses in 

1915. By the early 1950s, 2 million remained.45 

So far we have assumed a constant human population. This may be a reasonable assumption for short 

timescales, since biology limits the rate of human reproduction. Over longer timescales, however, the 

assumption is not necessarily reasonable. The human population has increased by a thousand over the past 

9,000 years.46 The increase would have been much faster except for the fact that throughout most of history 

and prehistory, the human population had to face the limits of the world economy. An approximately 

Malthusian condition prevailed, in which most people received subsistence-level incomes that just barely 

allowed them to survive and raise an average of two children to maturity.47 There were temporary and local 

reprieves: plagues, climate fluctuations, or warfare intermittently culled the population and freed up land, 

enabling survivors to improve their nutritional intake – and to bring up more children, until the ranks were 

replenished and the Malthusian condition resurfaced. Also, thanks to social inequality, a thin elite stratum 

could enjoy consistently above-subsistence income, at the expense of somewhat lowering the total size of the 

population that could be sustained. A sad and dissonant thought: that in this Malthusian condition, the normal 

state of affairs during most of our tenure on this planet, it was droughts, pestilence, massacres, and inequality 

– in common estimation the worst foes of human welfare – that may have been the greatest humanitarians: 

they alone enabled the average level of well-being to be occasionally nudged slightly above that of subsistence 

conditions. Notwithstanding local fluctuations, history shows a macro-pattern of initially slow but accelerating 

economic growth, fuelled by the accumulation of technological innovations. The growing world economy 

brought with it a commensurate increase in global population. Only since the Industrial Revolution, however, 

did economic growth become so rapid that population growth failed to keep pace. Average income thus started 

to rise, first in the early-industrializing countries of Western Europe and subsequently in most of the world. 

Even in the poorest countries today, average income substantially exceeds subsistence level, as reflected in 

the fact that the populations of these countries are growing. The poorest countries now have the fastest 

population growth, as they have yet to complete the “demographic transition” to the low-fertility regime that 

has taken hold in more developed societies. Demographers project that the world population will rise to about 

9 billion by mid-century, and that it might thereafter plateau or decline as the poorer countries join the 

developed world in this low-fertility regime.48 Many rich countries already have fertility rates that are below 

 
45 D. J. Salem and A. N. Rowan, The State of the Animals: 2001, 2001. 
46 Michael Kremer, “Population Growth and Technological Change: One Million B.C. to 1990”, in Quarterly Journal of 

Economics 108 (3): 681–716, 1993. 

47 Gregory Cochran, and Henry Harpending, The 10,000 Year Explosion: How Civilization Accelerated Human 

Evolution, 2009 

48 Stuart Basten, Wolfgang Lutz, and Sergei Scherbov, “Very Long Range Global Population Scenarios to 2300 and the 

Implications of Sustained Low Fertility”, in Demographic Research 28: 1145–66, 2013. 
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replacement level; in some cases, far below.49 Yet there are reasons – if we take a longer view and assume a 

state of unchanging technology and continued prosperity – to expect a return to the historically and 

ecologically normal condition of a world population that butts up against the limits of what our niche can 

support. If this seems counterintuitive in light of the negative relationship between wealth and fertility that we 

are currently observing on the global scale, we must remind ourselves that this modern age is a brief slice of 

history and very much an aberration. Human behaviour has not yet adapted to contemporary conditions. Not 

only do we fail to take advantage of obvious ways to increase our inclusive fitness (such as by becoming sperm 

or egg donors) but we actively sabotage our fertility by using birth control. In the environment of evolutionary 

adaptability, a healthy sex drive may have been enough to make an individual act in ways that maximized her 

reproductive potential; in the modern environment, however, there would be a huge selective advantage to 

having a more direct desire for being the biological parent to the largest possible number of children. Such a 

desire is currently being selected for, as are other traits that increase our propensity to reproduce. Cultural 

adaptation, however, may beat biological evolution. Some communities, such as those of the Hutterites or the 

adherents of the Quiverfull evangelical movement, have natalist cultures that encourage large families, and 

they are consequently undergoing rapid expansion. 

Life for biological humans in a post-transition Malthusian state need not resemble any of the historical 

states of man (as hunter–gatherer, farmer, or office worker). Instead, the majority of humans in this scenario 

might be idle rentiers who eke out a marginal living on their savings. They would be very poor, yet derive 

what little income they have from savings or state subsidies. They would live in a world with extremely 

advanced technology, including not only superintelligent machines but also anti-aging medicine, virtual 

reality, and various enhancement technologies and pleasure drugs: yet these might be generally unaffordable. 

Perhaps instead of using enhancement medicine, they would take drugs to stunt their growth and slow their 

metabolism in order to reduce their cost of living (fast-burners being unable to survive at the gradually 

declining subsistence income). 

This collection of considerations here reveal the complexity of the risks and ethical implications of a 

world in which superintelligence is a reality. The three main problems here considered – the control problem, 

value instilling and AI economy – require deep reflection on how to best guard against them.  

5. Conclusion 

In this exploration of the nature of AI, and of the dangers that are inevitably linked to it, we find 

ourselves on the brink of a fundamental change in our societies. If we consider the status quo of our political 

systems, where irreconcilable interests of states and organisations intersect to produce deep conflicts, the rise 

 
49 T. J. Espenshade, J. C. Guzman, and C. F. Westoff, “The Surprising Global Variation in Replacement Fertility”, in 
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of a delicate and powerful tool like that of a superintelligent AI system can only multiply and reinforce such 

clashes. What kind of world would it be where the US, China and Russia all have access to a system that could 

act as the perfect cyberweapon? A global society that cannot even agree on whether a tariff or laissez-faire 

economy is the optimal one can’t hope to find common ground on the use of the perfect labour saving machine. 

Furthermore, the material inequalities that would inevitably arise from of a devise that banishes large part of 

the world’s population to an idle underclass can only provoke mass discontent and resentment. And how can 

we even begin to predict what a messianic ideology like Islamism will do with a weapon capable of destroying 

an economy that is dependent on it?  

The problem, however, is greater than it seems, because only a few of us seem to be in a position to 

think this question through. Indeed, the moment of truth might arrive amid circumstances that are 

disconcertingly informal and inauspicious: as the neuroscientist Sam Harris puts it, “picture ten young men in 

a room – several of them with undiagnosed Asperger’s – drinking Red Bull and wondering whether to flip a 

switch. Should any single company or research group be able to decide the fate of humanity?”50 

E. M. Forster, in his The Machine Stops, gives us a plausible scenario of a world where what he calls 

the Machine has escaped the control of its programmers, rendering humans as mere “blood corpuscles that 

course through its arteries, and if it could work without us, it would let us die”. Admittedly this may seem 

catastrophic and doom mongering, but in order to ensure that we solve the control problem before we are faced 

with it, it is necessary to act with the worst possible scenarios set firmly in our minds. 

 

  

 
50 Sam Harris, “Can We Avoid a Digital Apocalypse?” 
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RIASSUNTO 

 

L'intelligenza artificiale (o IA in italiano) è una disciplina appartenente all'informatica che studia i 

fondamenti teorici, le metodologie e le tecniche che consentono la progettazione di sistemi hardware e sistemi 

di programmi software capaci di fornire all'elaboratore elettronico prestazioni che, a un osservatore comune, 

sembrerebbero essere di pertinenza esclusiva dell’intelligenza umana. E’ anche una disciplina dibattuta tra 

filosofi e scienziati, perché la possibilità ormai non tanto fantasiosa di sviluppare un sistema che rispecchi 

l’uomo nella sfera dell’intelligenza è una realtà concreta. Ma le indagini filosofiche non si devono limitare 

solamente a questo prospetto, poiché, come verrà dimostrato in questa tesi, un’intelligenza artificiale che 

supera le capacità intellettive dell’uomo in ogni possibile “dominio” si trova anch’essa alle nostre porte. I 

rischi esistenziali per la civiltà umana che inevitabilmente conseguirebbero dalla creazione di un sistema 

inconcepibilmente superiore a noi sono notevoli, e questa tesi è non solo un’esplorazione di questi rischi 

partendo dalle menti più esperte in materia, ma anche un tentativo di offrire degli spunti che potrebbero essere 

utili per capire come un suddetto sistema potrebbe realizzarsi e i principali problemi etici a pratici che ne 

derivano.  

Partendo da un’esplorazione iniziale dell’intelligenza stessa, il concetto di intelligenza artificiale 

potrebbe inizialmente sembrare contradditorio ai pensatori più conservatori, poiché vedono l'intelligenza come 

una facoltà peculiare dei soli esseri umani e appartenente a nessun altro organismo naturale, per non parlare 

di uno artificiale. Dopotutto, noi esseri umani traiamo grande soddisfazione dall’autodefinizione tassonomica 

– e piuttosto egocentrica – “Homo Sapiens”, che significa "l'uomo sapiente", ma il botanico e zoologo svedese 

Carl Linneus aveva coniato il termine più di un secolo prima che Charles Darwin scrisse il suo libro 

rivoluzionario L’Origine dell’Uomo e la Selezione naturale della Specie, dimostrando che anche alcuni 

mammiferi presentano forme rudimentali di capacità mentale e che "tuttavia la differenza mentale tra l'uomo 

e gli animali superiori, per quanto sia grande, è certamente di grado e non di tipo".  

Le facoltà intellettuali che troviamo sviluppate nel mondo animale, anche se non in misura così elevata 

come negli umani, sono per noi spesso difficili da riconoscere, dal momento che non è sempre facile 

distinguere le azioni coscienti che scaturiscono dall'intelligenza, da quelle involontarie e inconsce, semplici 

riflessi nervosi e movimenti istintivi che anche nell'uomo svolgono un ruolo importante. L'intelligenza può 

quindi essere considerata come uno spettro lungo il quale ogni organismo si muove secondo lo stadio di 

https://it.wikipedia.org/wiki/Informatica
https://it.wikipedia.org/wiki/Hardware
https://it.wikipedia.org/wiki/Software
https://it.wikipedia.org/wiki/Computer
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sviluppo raggiunto dall'organo che, secondo tutte le indagini sulla questione, ne è responsabile: il cervello. 

Finora possiamo tranquillamente affermare che gli umani sono la categoria di esseri situata all'estremità più 

lontana di questo spettro; ma cosa potrebbe succedere se attraverso l'ingegnosità e i necessari progressi 

tecnologici siamo in grado di costruire una nuova forma di intelligenza – una artificiale - che supera di gran 

lunga la nostra e ci colloca rispetto ad essa nella posizione in cui si trovano le grandi scimmie, il cane o persino 

l'insetto a noi? Come potremmo fare per raggiungere questa impresa? E’ possibile controllarlo senza che ci 

sfugga di mano o che adotti misure immorali per il raggiungimento dei suoi interessi ? I suoi obiettivi e 

motivazioni si allineeranno ai nostri? Le possibilità, i pericoli e gli scenari che tale domanda ci costringe a 

considerare sono molteplici e sostanziali, e per iniziare a cercare una risposta è necessario esaminare quattro 

lenti attraverso i quali gli scienziati informatici Stuart Russell e Peter Norvig concepiscono un'intelligenza 

artificiale in relazione a quella umana. 

La prima lente viene definita come “l’approccio del gioco d’imitazione”, così denominato per 

l’eponimo esperimento di Alan Turing, il crittografo e matematico considerato il padre dell'informatica teorica. 

Le caratteristiche dell’esperimento vengono delineate nel suo famoso documento Computing Machinery and 

Intelligence, in cui suggerisce che invece di chiedere se le macchine sono in grado di pensare, dovremmo 

considerare se le macchine possono superare un test di intelligenza comportamentale, che è noto come Test di 

Turing. Il test consiste in una "conversazione" effettuata tramite messaggi digitati online tra un interrogatore 

umano e due interlocutori per cinque minuti, uno dei quali è un computer. L'interrogatore deve quindi 

indovinare quale sia la persona e quale sia il programma; quest'ultimo supera il test se imbroglia l'interrogatore 

e riesce a imitare ciò che una persona risponderebbe il 30% delle volte. Per fare ciò, secondo Turing, il 

computer dovrebbe possedere le seguenti capacità: elaborazione del linguaggio naturale per consentirgli di 

comunicare con successo in inglese (o in qualsiasi altra lingua); rappresentazione della conoscenza per 

memorizzare ciò che sa e ciò che è in grado di “sentire” dal mondo circostante; ragionamento automatizzato 

per utilizzare le informazioni memorizzate per rispondere alle domande e trarre nuove conclusioni; 

apprendimento automatico per adattarsi a nuove circostanze e per individuare ed estrapolare schemi. Il test di 

Turing ha deliberatamente evitato l'interazione fisica diretta tra l'interrogatore e il computer, poiché la 

simulazione fisica di una persona non è necessaria per l'intelligenza. Tuttavia, quello che viene chiamato il 

"test di Turing totale" include un segnale video in modo che l'interrogatore possa verificare le capacità 

percettive dei soggetti, nonché l'opportunità per l'interrogatore di passare oggetti fisici "attraverso lo sportello". 

Oltre alle quattro precedenti facoltà, per superare questa versione più avanzata del test il soggetto avrebbe 

bisogno della visione computerizzata per percepire gli oggetti e della robotica per manipolare gli oggetti e 

muoversi. 

Il secondo paradigma utile per concepire l’intelligenza artificiale è il cosiddetto “approccio di 

modellamento cognitivo”. Se vogliamo dire che un determinato programma pensa come un essere umano, 

dobbiamo avere un modo per determinare come pensano gli umani e possiamo farlo solo esaminando il 
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funzionamento reale delle menti umane. Ci sono tre modi per farlo: attraverso l'introspezione – essere 

consapevoli che stiamo pensando mentre lo facciamo; attraverso esperimenti psicologici – poter studiare come 

una persona è in grado di pensare; e attraverso l'imaging del cervello, ovvero osservando il funzionamento 

interno del cervello. Una volta che abbiamo una teoria della mente sufficientemente precisa, diventa possibile 

esprimere la teoria come un programma per computer, e questo è ciò che si intende per modello cognitivo.  

Il campo interdisciplinare della scienza cognitiva riunisce modelli informatici dell'IA e tecniche 

sperimentali dalla psicologia per costruire teorie precise e verificabili della mente umana, tuttavia la vera 

scienza cognitiva si basa necessariamente sull'indagine sperimentale su umani o animali reali, non su 

computer. All'inizio dell'IA, vi era spesso confusione tra gli approcci: un autore sosteneva che un algoritmo si 

comporta bene su un compito e che quindi è un buon modello di prestazione umana, o viceversa. Gli autori 

moderni separano i due tipi di affermazioni; questa distinzione ha permesso lo sviluppo dell'intelligenza 

artificiale e della scienza cognitiva di progredire più rapidamente. 

A terza lente  viene denominata logicista – o delle “leggi del pensiero” – perché vede nelle salde leggi 

della logica la via corretta progredire nel campo dell’IA. Nel 1965 esistevano programmi che potevano, in 

linea di principio, risolvere qualsiasi problema risolvibile descritto nella notazione logica. La cosiddetta 

tradizione "logista" nell'intelligenza artificiale spera di basarsi su tali programmi per creare sistemi intelligenti. 

Esistono due ostacoli principali a questo approccio. Innanzitutto, non è facile prendere la conoscenza informale 

e dichiararla nei termini formali richiesti dalla notazione logica, in particolare quando la conoscenza è meno 

del tutto certa. In secondo luogo, c'è una grande differenza tra risolvere un problema "in linea di principio" e 

risolverla in pratica. Anche problemi con poche centinaia di fatti possono esaurire le risorse computazionali 

di qualsiasi computer a meno che non abbia una guida che indichi quali passi nel ragionamento debba 

percorrere. Sebbene entrambi questi ostacoli si applichino a qualsiasi tentativo di costruire sistemi di 

ragionamento computazionale, sono apparsi per primi nella tradizione logista. 

E infine abbiamo “l’approccio dell’agente razionale”. Un agente è in grado di agire, e la stessa parola 

agente deriva dal latino agere, che significa "fare". È ovvio che tutti i programmi per computer sono progettati 

per fare qualcosa, ma si suppone che gli agenti informatici operino a un livello più profondo: agire in modo 

autonomo, percepire il proprio ambiente, persistere per un periodo di tempo prolungato, adattarsi ai 

cambiamenti, e creare e perseguire obiettivi. l'agente è uno che agisce al fine di ottenere il miglior risultato o, 

in caso di incertezza, il miglior risultato possibile. L'approccio dell’agente razionale ha due vantaggi rispetto 

agli altri. Innanzitutto, è più generale dell'approccio delle "leggi del pensiero" perché l'inferenza corretta è solo 

uno dei numerosi elementi della razionalità. In secondo luogo, è più predisposto allo sviluppo scientifico di 

quanto non lo siano approcci basati sul comportamento umano o sul pensiero umano. Lo standard di razionalità 

è matematicamente ben definito e completamente generale, e può essere "spacchettato" per generare progetti 

di agenti che lo dimostrino in modo dimostrabile. Il comportamento umano, d'altra parte, è ben adattato per 

un ambiente specifico ed è limitato dalla totalità di tutte le cose che gli fanno gli umani. Questo opuscolo si 
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concentrerà quindi sui principi generali degli agenti razionali e sui componenti per la loro costruzione. Stuart 

Russell e Peter Norvig suggeriscono nel loro libro di testo che raggiungere una razionalità perfetta – ovvero 

scegliere sempre in maniera ottimale – non sia fattibile in ambienti complicati. Le richieste computazionali 

sono troppo alte. Ciò non significa tuttavia che non possiamo avvicinarci ad un essere perfettamente razionale. 

Dopo aver affrontato questi quattro approcci, la tesi espone una digressione sulla storia della disciplina 

dell’IA, partendo dai primi programmi di dominio limitato della Dartmouth Summer Project negli anni 50, 

fino ad arrivare agli avanzati processori di Deep Mind, sistemi capaci di battere campioni mondiali in giochi 

da tavola attraverso un connubio tra capacità emulative e di memoria. Oggi i metodi di intelligenza artificiale 

hanno una serie di applicazioni, alcune delle quali dovrebbero essere menzionate. Esistono apparecchi acustici 

con algoritmi che filtrano il rumore ambientale; rilevatori di percorso che visualizzano mappe e offrono 

consigli di navigazione ai conducenti; sistemi consiglieri che suggeriscono libri e album musicali in base agli 

acquisti e alle valutazioni precedenti di un utente; sistemi di supporto alle decisioni mediche che aiutano i 

medici a diagnosticare il cancro al seno, raccomandano piani di trattamento e aiutano nell'interpretazione degli 

elettrocardiogrammi. Ci sono animali domestici robot e robot per la pulizia, robot per il taglio del prato, robot 

di salvataggio, robot chirurgici e oltre un milione di robot industriali. La popolazione mondiale di robot di tutti 

i tipi supera i 10 milioni. Il riconoscimento vocale moderno è diventato sufficientemente accurato per l'uso 

pratico. Gli assistenti digitali personali come Siri di Apple possono rispondere ai comandi vocali e rispondere 

a semplici domande ed eseguire comandi. Il riconoscimento ottico dei caratteri del testo scritto a mano e 

dattiloscritto viene utilizzato abitualmente in applicazioni come lo smistamento della posta e la 

digitalizzazione di vecchi documenti. La traduzione automatica è ancora imperfetta ma è abbastanza buona 

per molte applicazioni. I primi sistemi utilizzavano grammatiche codificate a mano che dovevano essere 

sviluppate da linguisti qualificati per ogni lingua. I sistemi più recenti utilizzano tecniche statistiche di 

apprendimento automatico che costruiscono automaticamente modelli statistici a partire da schemi di utilizzo 

osservati. Questo approccio elimina i linguisti e i programmatori che costruiscono i sistemi non devono 

nemmeno conoscere la lingua con cui stanno lavorando. Il riconoscimento facciale è migliorato abbastanza 

negli ultimi anni da essere ora utilizzato nei valichi di frontiera automatizzati in Europa e Australia. Il 

Dipartimento di Stato americano gestisce un sistema di riconoscimento facciale con oltre 75 milioni di 

fotografie per l'elaborazione dei visti. 

 

Un'obiezione comune all'idea di una macchina pensante è che anche se avesse superato il Test di Turing 

non sarebbe realmente pensare, ma solo simulare il pensiero. Questo argomento è stato previsto da Alan Turing 

nel suo famoso articolo, in cui cita un discorso del professor Geoffrey Jefferson: 
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“Non fino a quando una macchina non potrà scrivere un sonetto o comporre un concerto a causa di 

pensieri ed emozioni provate…, potremmo essere d'accordo sul fatto che la macchina è uguale al cervello - 

cioè, non solo scriverla ma essere cosciente di averla scritta “. 

Turing chiama questo lo stato di coscienza - la macchina deve essere consapevole dei propri stati e 

azioni mentali per poter pensare in qualsiasi modo umano - deve provare emozioni. Altri si concentrano 

sull'intenzionalità, vale a dire la questione se le presunte credenze, i desideri e le altre rappresentazioni della 

macchina riguardano "qualcosa" nel mondo reale. La risposta di Turing all'obiezione è che la domanda è tanto 

mal definita quanto quella di chiedere: "Le macchine possono pensare?" Inoltre, non vi è alcun motivo per cui 

dovremmo insistere su un criterio più elevato per le macchine di quello che useremmo per gli umani. 

Dopotutto, nella vita ordinaria non abbiamo mai alcuna prova diretta degli stati mentali interni di altri umani, 

ma nelle parole di Turing, "invece di discutere continuamente su questo punto, è normale avere la convenzione 

educata che tutti pensano". 

Da qui affrontiamo poi una delle obiezioni più forti contro la presunzione che sistemi intelligenti 

riescano a migliorarsi, ed è la teoria di incompletezza di Kurt Friedrich Gödel. In sintesi, Il primo teorema di 

incompletezza di Gödel dimostra che qualsiasi sistema che permette di definire i numeri naturali è 

necessariamente incompleto: esso contiene affermazioni di cui non si può dimostrare né la verità né la falsità. 

Tradotto in ambito di IA si potrebbe affermare che un sistema intelligente non può avanzare oltre un certo 

limite usando i termini del proprio linguaggio. Questo ostacolo apparentemente insormontabile incontra a sua 

volta tre obiezioni che vengono esplorate a fondo. 

La distinzione fondamentale è tra l’intelligenza artificiale debole, ovvero limitata a sfere d’azione e di 

computazione, e quella forte, cioè capace di applicare le proprie potenzialità ad una vasta gamma di ambienti. 

Si dice spesso che l'obiettivo a breve termine è quello di costruire una macchina che possiede un'intelligenza 

a "livello umano". Ma a meno che non emuliamo specificamente un cervello umano - con tutti i suoi limiti - 

questo è un falso obiettivo. Il mero computer di casa possiede già poteri sovrumani di memoria e di calcolo. 

Ha anche un potenziale accesso alla maggior parte delle informazioni del mondo. A meno che non prendiamo 

misure straordinarie per ostacolarlo, qualsiasi futura intelligenza artificiale forte (IAF) supererà le prestazioni 

umane in ogni compito per il quale è considerata una fonte di "intelligenza". Se una macchina del genere sia 

necessariamente cosciente è una domanda aperta. Ma consapevole o no, un IAF potrebbe benissimo sviluppare 

obiettivi incompatibili con i nostri.  

Un modo per intravedere il rischio imminente è immaginare cosa potrebbe accadere se raggiungessimo 

i nostri obiettivi e costruissimo un'IAF sovrumana che si comporta esattamente come previsto. Una macchina 

del genere ci libererebbe rapidamente dalla fatica e persino dall'inconvenienza di svolgere la maggior parte 

del lavoro intellettuale. Cosa seguirà sotto il nostro attuale ordine politico? Non esiste una legge di economia 

che garantisca che gli esseri umani trovino lavoro in presenza di ogni possibile progresso tecnologico. Una 
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volta creato il dispositivo perfetto per risparmiare lavoro, il costo di produzione di nuovi dispositivi si 

avvicinerebbe al costo delle materie prime. In assenza di una volontà di mettere immediatamente questo nuovo 

capitale al servizio di tutta l'umanità, alcuni umani godrebbero di ricchezza inimmaginabile e il resto sarebbero 

liberi di morire di fame. Anche in presenza di un IAF veramente benigno, potremmo ritrovarci in uno stato 

naturale, sorvegliato dai droni. 

E cosa farebbero i russi o i cinesi se sapessero che una compagnia nella Silicon Valley stia per 

sviluppare una macchina ultraintelligente? Questa macchina, per definizione, sarebbe in grado di scatenare 

una guerra – terrestre e cyber – con un potere senza precedenti. Come si comporterebbero i nostri avversari 

sull'orlo di uno scenario così vincente? È rassicurante ammettere che il caos sembra un probabile risultato 

anche nel migliore dei casi, in cui l'IAF rimane perfettamente obbediente. Ma ovviamente non possiamo 

ipotizzare lo scenario migliore. In effetti, "il problema del controllo" – la soluzione alla quale garantirebbe 

l'obbedienza in qualsiasi IAF avanzato –  sembra abbastanza difficile da risolvere. Immaginiamo, ad esempio, 

che venga costruito un computer che non è più intelligente del team medio di ricercatori di Stanford o del MIT, 

ma, poiché funziona su un calendario digitale, corre un milione di volte più veloce delle menti che lo hanno 

costruito. Messo a ronzare per una settimana riuscirebbe ad eseguire 20.000 anni di lavoro intellettuale a livello 

umano. Quali sono le possibilità che una tale entità rimanga contenta di prendere la direzione da noi? E come 

possiamo prevedere con sicurezza i pensieri e le azioni di un agente autonomo che vede più profondamente 

nel passato, nel presente e nel futuro di noi? 

 

Il fatto che sembriamo affrettarci verso una sorta di apocalisse digitale pone diverse sfide intellettuali 

ed etiche. Ad esempio, per avere la speranza che un'IAF ultraintelligente abbia valori commisurati ai nostri, 

dovremmo instillare quei valori in esso (o altrimenti farli emulare). Ma quali valori dovrebbero contare? Tutti 

dovrebbero ottenere un voto nel creare la funzione di utilità del nostro nuovo colosso? Se non altro, 

l'invenzione di un IAF ci costringerebbe a risolvere alcuni argomenti molto vecchi (e noiosi) nella filosofia 

morale. 

 

Sembra che siamo in procinto di costruire un Dio. Ora sarebbe un buon momento per chiedersi se sarà 

uno buono. 
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